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ID Name Address City State Bal Due

1 Bob … … … 3,000

2 Sue … … … 500

3 Ann … … … 1,700

4 Jim … … … 1,500

5 Liz … … … 0

6 Dave … … … 9,000

7 Sue … … … 1,010

8 Bob … … … 50

9 Jim … … … 1,300

1 Bob … … … 3,000

2 Sue … … … 500

3 Ann … … … 1,700

Nothing special here.  
This is the standard way database systems have 
been laying out tables on disk since the mid 1970s.
Technically, it is called a “row store”

Customers Table

4 Jim … … … 1,500

5 Liz … … … 0

6 Dave … … … 9,000

7 Sue … … … 1,010

8 Bob … … … 50

9 Jim … … … 1,300



ID Name Address City State Bal Due

1 Bob … … … 3,000

2 Sue … … … 500

3 Ann … … … 1,700

4 Jim … … … 1,500

5 Liz … … … 0

6 Dave … … … 9,000

7 Sue … … … 1,010

8 Bob … … … 50

9 Jim … … … 1,300

Customers Table

Tables are stored “column-wise” with all 
values from a single column stored in a single 
block

ID

1
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9
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Bob

Sue
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Dave
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Jim
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…

…

…

…

…

…

…

…

…

City

…

…

…

…

…

…

…
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…

State

…

…

…

…

…

…

…

…

…

Bal Due

3,000

500

1,700

1,500

0

9,000

1,010

50

1,300



Quarter

Q1

Q1

Q1

Q1

Q1

Q1

…

Q2

Q2

Q2

Q2

Q2

Q2

Q2

Q2

Q2

…

Quarter Start Count

Q1 1 310

Q2 311 290

… … …

ProdID Start Count

1 1 5

2 6 3

… … …

1 51 5

2 56 3

ProdID

1

1

1

1

1

2

2

2

…

1

1

1

1

1

2

2

2

Price

100

120

315

100

315

198

450

320

320

150

256

450

192

184

310

251

266

Price

100

120

315

100

315

198

450

320

320

150

256

450

192

184

310

251

266

RLE Compression applied only
when size of compressed data
is smaller than original



xVelocity Store

Quarter

Q1

Q1

Q1

Q1

Q2

Q2

…

Q2

Q3

Q3

Q3

Q3

Q4

Q4

Q4

Q4

…

Only 4 values.
2 bits are enough to
represent it

DISTINCT

Q.ID Quarter

0 Q1

1 Q2

2 Q3

3 Q4

Q.ID

0

0

0

0

1

1

…

1

2

2

2

2

4

4

4

4

…

R.L.E.

Quarter Start Count

0 1 4

1 5 10

2 11 4

3 15 15
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EVALUATE 

ROW (
"Result",
SUM ( Sales[SalesAmount] )

)



Column Memory (MB) Distinct Values SUM DISTINCTCOUNT

Age 203.55 96 130 103

Time 6,192.81 1,438 1,391 844

Date 0.37 1,588 13 17

Weight 2,690.35 1,467,394 700 1,986

Base query time depends on
• Number of distinct values of the column (bit encoding)

• Distribution of values (RLE encoding)

Do you prefer to optimize date or time in this model?
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EVALUATE
SUMMARIZE (

Audience,
Individuals[AgeRange],
"Weight",
SUM ( Audience[Weight] )

)



Retrieves AgeRange
from the fact table

Retrieves SUM(Weight) 
grouped by AgeRange

Two scans of the fact table are 
needed: one for the group-by 
columns, one for the values

EVALUATE
SUMMARIZE (

Audience,
Individuals[AgeRange],
"Weight",
SUM ( Audience[Weight] )

)
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EVALUATE
ADDCOLUMNS (

VALUES ( 'Date'[Date] ),
"OpenOrders",
COUNTROWS ( 

FILTER (
Sales,
Sales[Order Date] < 'Date'[Date] &&
Sales[Ship Date] > 'Date'[Date]

)
)

)
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Version Formula Engine Execution Time Notes

Naïve 22,078 22,175 First query you will write

Column-wise 906 925 Query written by a seasoned DAX coder

DatesBetween 156 167 Original idea (from Chris Webb) you will find in on a blog post

Generate 78 80 Required 4/5 days of hard optimization

Optimizing DAX leads to great results
• But it requires a lot of time

• Stop when it is “good enough”

Extreme optimizations need to work on the whole model
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